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Admin

■ Homework 1 is out, due Oct. 12th !!!
▶ Notez que le devoir 1 est publié, dû le 12 octobre!

■ How are the projects going? How was last week’s session?
Cluster access and documentation shared.
▶ Comment vont les projets? Vous avez le cluster acces. Documentation est sur teams.

■ Today: Non-linear dimensionality reduction

▶ Au’jourdhui: Reduction de dimensionalité non-linéaire
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Why dimensionality reduction

■ How many real dimensions in this video? (We have 100 x 100 x 100 dimensions that we
can see)

▶ Combien de dimensions effectifs dans cette vidéo?

Watch the video.
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https://sourceseparationresearch.com/static/mlsp_data/onedimvideo.mpeg


Very low dimensionality

We only need one pixel to convey the same information / On a besoin d’un seul pixel pour le convoi de meme
info!
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How about this video?

■ What is the dimensionality now? / Quelle est la dimensionalité maintenant?

▶ Large: 87× 800× 600× 3.

Watch the video.
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More dimensions?

We have more active dimensions according to PCA, but I think it should be less (4 could do it) / On a plus de
dimensions qui sont actives selon PCA, mais je pense 4 serait suffisant.

6 / 94



More dimensions?

We have more active dimensions according to PCA, but I think it should be less (4 could do it) / On a plus de
dimensions qui sont actives selon PCA, mais je pense 4 serait suffisant.

6 / 94



PCA on easy data

√
λ1u1

√
λ2u2

B⊤X

B⊤ = diag([
√
λ1,

√
λ2])

−1U⊤.
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PCA on harder data

■ Principal components are not really meaningful here / Les composants principaux n’ont
pas du sense nécessairement içi!
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What’s wrong with PCA?

■ Principal components are linear, assume Gaussian distribution.

▶ Les composants principaux sont linéaires, et supposent une distribution Gaussiénne.

■ Data is not always (often not in fact) Gaussian.

▶ Les données ne sont pas souvent Gaussienné.

■ Can we define non-linear components?

▶ Peut-on définir des composants non-linéaires?
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■ Can we define non-linear components?
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Linearizing the data

■ Can we find a feature transformation ϕ() such that the data is more Gaussian?

▶ Peut-on trouver une transformation ϕ() pour que les données sont plus Gaussiennes?

■ Now we can do PCA! / Maintenant on peut faire PCA!

■ Note that we can use a Φ(.) function that increases the dimensionality as well. / Notez
qu’on peut aussi utiliser une fonction Φ(.) qui augmente la dimensionnalité.
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From PCA to Kernel PCA

■ In regular PCA we do / Dans le PCA régulier on fait:

C = cov(X )

Cui = λiui

■ In Kernel PCA we will do / Dans Kernel PCA on fera:

C := cov(ϕ(x))

Cui = λiui
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Why do we call it ‘Kernel’ PCA?

■ Let’s do some thinking / Réflechissons sur le sujet

C =
1

N

N∑
n=1

ϕ(xn)ϕ(xn)
⊤

▶ Let’s get the eigenvectors into the picture / Mettons les vecteurs propres dans les équations

Cui =
1

N

N∑
n=1

ϕ(xn)
(
ϕ(xn)

⊤ui
)
= λiui

■ We kinda see that ui =
∑

n ainϕ(xn). Let’s substitute! / On fait cette observation,
substitions!

1

N

N∑
n=1

ϕ(xn)ϕ(xn)
⊤
∑
n′

ain′ϕ(xn′) = λi

∑
n

ainϕ(xn)
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C =
1

N

N∑
n=1

ϕ(xn)ϕ(xn)
⊤

▶ Let’s get the eigenvectors into the picture / Mettons les vecteurs propres dans les équations

Cui =
1

N

N∑
n=1

ϕ(xn)
(
ϕ(xn)

⊤ui
)
= λiui

■ We kinda see that ui =
∑

n ainϕ(xn). Let’s substitute! / On fait cette observation,
substitions!

1

N

N∑
n=1

ϕ(xn)ϕ(xn)
⊤
∑
n′

ain′ϕ(xn′) = λi

∑
n

ainϕ(xn)

13 / 94



Why do we call it ‘Kernel’ PCA? (continued)

■ Let’s multiply both sides by ϕ(xl)
⊤, and re-arrange. Multiplions avec ϕ(xl)

⊤ de deux cotés
et re-arrengons:

1

N

N∑
n=1

ϕ(xl)
⊤ϕ(xn)

∑
n′

ain′ϕ(xn)
⊤ϕ(xn′) =λi

∑
n

ainϕ(xl)
⊤ϕ(xn)

→ 1

N

N∑
n=1

k(xl , xn)
∑
n′

ain′k(xn, xn′) =λi

∑
n

aink(xl , xn)

■ Let’s switch to array notation: (remember from lecture 1 that we can do it) / Switchons à
la notation d’array (souvenez le cours 1)

K 2ai =λiNKai

Kai =λiNai

■ We can therefore simply find the eigenvectors of K . Assuming that ϕ(x) is zero mean! If
not, we need to do more work to remove the mean.
▶ On peut alors tout simplement trouver les vecteurs propres de K . Mais notez qu’on a

supposé que ϕ(x) est zero-mean! On doit travailler davantage si on veut substraitre le
moyen.
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Projection on to principal components

■ Let’s think about projection on to eigenvector ui of cov(ϕ(x)) / Considérons la projection
sur le vecteur propre ui de cov(ϕ(x)).

wi (x) =ϕ(x)⊤ui

■ Notice that the i ′th eigenvector ai of K is of length N, and K is of size N × N, (as
opposed to cov(x) which is L× L). For large datasets this is a limiting factor.

▶ Notez que le vecteur propre ai de K est de longeur N, et K est de taille N × N. (Notez que
cov(x) est de taille L× L) Pour des datasets qui sont large, c’est quelque chose limitante.
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Regular PCA components are not very informative

The contours show/ Les contours montre w⊤
i

[
x
y

]
.
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Kernel PCA components

The contours show/ Les contours montre w⊤
i K

([
x
y

]
,X

)
.

K = exp(−γ∥x − y∥2) is rbf kernel.
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Kernel PCA: effect of γ

■ Same data, RBF kernel
K = exp(−γ∥x − y∥2). What happens as γ
grows?

▶ Mêmes données, noyau RBF. Que se
passe-t-il quand γ augmente?

■ γ = 0.1

■ Small γ: smooth, cluster-scale components

▶ Petit γ: composantes lisses, à l’échelle des
clusters

■ Large γ: tiny bumps on single points, it
memorizes the data

▶ Grand γ: petites bosses sur des points
isolés, on mémorise les données
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Kernel PCA components

The contours show/ Les contours montre w⊤
i K

([
x
y

]
,X

)
. K is sigmoid kernel.
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Kernel PCA components

The contours show/ Les contours montre w⊤
i K

([
x
y

]
,X

)
. K is polynomial kernel.
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Kernel PCA Better Performance

with / avec RBF Kernel
Taken from UIUC MLSP class
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Kernel PCA Summary

■ Performance is highly dependent on the Kernel. / La performance est dependent sur le
choix du noyau.

■ Kernel PCA reveals more interesting variations in the data if the Kernel choice is good /
Kernel PCA rèvele des variations plus intéssentes dans les données, si le choix du Kernel
est bon.

■ Kernel PCA is more expensive and not suitable for large datasets / Kernel PCA est
computationnalement cher large datasets.
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Multi Dimensional Scaling (MDS)

■ MDS tries to find a low dimensional embedding such that the pairwise-distances are
preserved.

▶ MDS trouve un embedding à bas dimension telle que les distances pairwises sont préservés.

■ We construct a matrix of pairwise distances / On construit une matrice des distances
pairwises

di,j = ∥xi − xj∥2

■ We want to estimate x̂ such that / on veut estimer x̂ telle que

∥x̂i − x̂j∥2 ≈ dij

■ How do we do it? / Comment est-ce qu’on fait ça?

▶ Eigenvectors / Vecteurs Propres
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Let’s write it out

■ di,j = ∥xi − xj∥2 = x⊤i xi + x⊤j xj − 2x⊤i xj

■ In matrix form / Dans la forme matricielle

D = diag(X⊤X )1⊤N︸ ︷︷ ︸
copy across columns

+1Ndiag(X
⊤X )⊤︸ ︷︷ ︸

copy across rows

−2X⊤X

■ Next we make the columns and rows zero mean

▶ On fait les colonnes et les lignes zero-moyenne Z := IN − 1N1
⊤
N /N

▶ DZ removes mean column, ZD removes mean row.
▶ We apply this on D, and we can show that / On applique ça sur D et on peut montrer que

■ ZDZ = −2ZX⊤XZ = −2(XZ )⊤(XZ ) = −2(X − E[x ])⊤(X − E[x ])
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In other words

■ Or define the similarity matrix / définissions la matrice de similarité

S := −1

2
ZDZ = −1

2

(
D − 1

N
1N×ND − 1

N
D1N×N +

1

N2
1N×ND1N×N

)
■ Then do an eigen decomposition on S = (X − E[x ])⊤(X − E[x ]) = UΛU⊤, Set

X̂ = Λ1/2U⊤, which is an embedding / qui est un embedding.

■ For low-dim embeddings, just use low dimensional version of X̂ .
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MDS with 3dims

Pretty good!

Image taken from UIUC MLSP class
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MDS with 2dims

Still pretty good!

Image taken from UIUC MLSP class
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MDS variants

■ MDS which uses cosine similarity instead of distances

▶ MDS qui utilise la similarité cosinus au lieu de distances

■ MDS which uses ranking

▶ MDS qui utilise des rankings

■ MDS which uses a kernel

▶ MDS qui utilise un noyau

■ Using only local data

▶ Juste usage des données locales
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Why MDS?

■ MDS finds the implied geometry of the dataset
▶ MDS trouve la géometrie de notre dataset.

▶ Not obvious in large dimensions / Pas évident si le donnée a beaucoup de dimensions.

■ Sort of like PCA

▶ Decompose X⊤X au lieu de XX⊤.

■ Sort of like kPCA also

▶ Decompose X⊤X

■ It’s a linear decomposition in the end like PCA and kPCA.

▶ Fin de la journée c’est une décomposition linéaire comme PCA et kPCA.
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Actual dimensionality can be misleading
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Actual dimensionality can be misleading
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Local vs Global
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Local vs Global

Earth is round, but locally flat (/flatter)! / La terre est ronde mais localement plate ou plus
plate
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Local vs Global

Earth is round, but locally flat (/flatter)! / La terre est ronde mais localement plate ou plus
plate

I DON’T MEAN THIS
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Map projections

■ Many ways to go from 3D to 2D / Plusieurs façons de réduire la dimensionnalité de 3 à 2.

Taken from UIUC MLSP class
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Euclidean vs Geodesic Distance

Euclidean

Geodesic
∑

i∈M
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ISOMAP

■ MDS with geodesic distances / MDS avec des distances géodesiques.

■ Results in embeddings that are more structure aware / Comme ça on obtiens des
embeddings qui sont plus consients des structure du manifold.
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Unroll the swiss roll - ISOMAP

■ Pretty good! Maps the geodesic distances well into the euclidean space

▶ On est capable de mapper les distances géodesic bien à l’espace euclidienne.
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Unroll the swiss roll - MDS

■ This doesn’t map as well / Ici ça ne map pas aussi bon.
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Neighborhood Approach

■ Make a note of N nearby points and supress the rest, / Trouve N points qui sont plus
proches, ignore les autres.

■ Affinity Matrix wi,j = exp(−∥xi − xj∥)

■ (The data is not ordered / Le data n’est pas en ordre)
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Laplacian Eigenmap

■ Minimize / Minimisons:

ELE = min
y

∑
i,j

∥yi − yj∥2wi,j

■ We want / On veut:
Large ∥yi − yj∥ Small ∥yi − yj∥

Large wij Bad Good
Small wij Good Don’t care

■ In matrix form / Dans la forme matricielle:

ELE =2 tr(Y⊤LY )

L =diag(1⊤W )−W︸ ︷︷ ︸
Graph Laplacian

= R −W
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Laplacian Eigenmap Solution

■ The solution (Note that we normalize the Laplacian) / Notez qu’on normalise la
Laplacienne.

min
Y

tr(Y⊤LY ) s.t. Y⊤RY = I

⇔ min
Z

tr(Z⊤ R−1/2LR−1/2︸ ︷︷ ︸
normalized Laplacian L̂

Z ) s.t. Z⊤Z = I , Z = R1/2Y

■ What will be the solution? / C’est quoi la solution? (On a déjà vu des choses similaires)

■ L̂ = UΣU⊤. Z = U, Ŷ = R−1/2U.

■ But this time we take the smallest eigenvalues (we are minimizing), skipping the first one:

eigenvalue 0, constant Ŷ .

▶ Mais cette fois on prends les valeur propres qui sont petits (on est en train de minimiser),

sauf la première: valeur propre 0, Ŷ constant.
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▶ Mais cette fois on prends les valeur propres qui sont petits (on est en train de minimiser),

sauf la première: valeur propre 0, Ŷ constant.
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Unroll the swiss roll - Laplacian Eigenmap

■ The Kernel distance isn’t as good as geodesic distance / La distance de Kernel n’est pas
aussi bon pour le problème.
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TSNE

■ This is a very popular visualization tool / Un outil très populaire

■ The idea is to define inter-sample similarity metrices in high and low dimensional spaces /
L’idée est de définir des mésures de similarités dans l’espace originale et la projection

Original space → pi,j ≈
exp(−∥xi − xj∥2/2σ2

i )∑
k ̸=i exp(−∥xi − xk∥2/2σ2

i )

Low-dim space → qi,j ≈
(1 + ∥yi − yj∥2)−1∑

k

∑
l ̸=k(1 + ∥yl − yk∥2)−1

■ Minimize via gradient descent wrt y: / Minimisons pour y avec gradient descent:

KL(p||q(y)) =
∑
i ̸=j

pij log
pij

qij(y)
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Unroll the swiss roll - TSNE

■ Perplexity ((σi ) related to number of neighbors ) changes results a lot! / Perplexité (lié à
la taille du voisinage) affecte les résultats beaucoup!
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Locally Linear Embedding

■ Consider local neighboorhood of each point / Considérons le voisinage locale des points

▶ Assume each neihborhood is linear / Supposons que le chaque voisinage est linéaire

xi ≈
∑

j∈N (i)

wijxj

■ Then we solve the following problem / Puis on résouds la problème suivante:

min
W

∑
i

∥xi −
∑

j∈N (i)

wijxj∥2

s.t.
∑
j

wij = 1

■ It’s a convex problem, and can be solved easily.
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Locally Linear Embedding - Finding y

■ The weights will work just as well / Les poids qu’on avait trouvé fonctionnera dans faible
dimensionnalité aussi

■ We fix wij , and then solve, / On fixe wij et pis résouds,

min
y

∑
i

∥yi −
∑

j∈N (i)

wijyj∥2

■ And (not surprisingly) , the solution is an eigendecomposition problem. / La solution est
encore une fois décomposition des valeurs propres.

■ We eigendecompose (I −W )⊤(I −W ), and take the eigenvectors that correspond to the
smallest eigenvalues.... / On decompositionne (I −W )⊤(I −W ), pis prends les vecteurs
propres qui correspond aux valeurs propres plus petits.
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Unroll the swiss roll - LLE

■ Not that bad! / Pas si mauvais!
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LLE: how many neighbours?

■ Number of neighbours / Nombre de voisins: |N (i)| = 4

■ Too few: the neighbourhood graph breaks into pieces / Trop peu: le graphe des voisins se
fragmente

■ Too many: neighbourhoods are no longer linear, the roll folds / Trop: les voisinages ne
sont plus linéaires, le rouleau se replie
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LLE: how many neighbours?

■ Number of neighbours / Nombre de voisins: |N (i)| = 6

■ Too few: the neighbourhood graph breaks into pieces / Trop peu: le graphe des voisins se
fragmente

■ Too many: neighbourhoods are no longer linear, the roll folds / Trop: les voisinages ne
sont plus linéaires, le rouleau se replie
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■ Number of neighbours / Nombre de voisins: |N (i)| = 10
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LLE: how many neighbours?

■ Number of neighbours / Nombre de voisins: |N (i)| = 17

■ Too few: the neighbourhood graph breaks into pieces / Trop peu: le graphe des voisins se
fragmente

■ Too many: neighbourhoods are no longer linear, the roll folds / Trop: les voisinages ne
sont plus linéaires, le rouleau se replie
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LLE: how many neighbours?

■ Number of neighbours / Nombre de voisins: |N (i)| = 30

■ Too few: the neighbourhood graph breaks into pieces / Trop peu: le graphe des voisins se
fragmente

■ Too many: neighbourhoods are no longer linear, the roll folds / Trop: les voisinages ne
sont plus linéaires, le rouleau se replie
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A note on the manifold methods

■ Modeling the local structure is important! If you use too large neighborhoods, you will
lose the structure.

▶ C’est important d’etre capable à modéliser la structure locale. Si on utilise des voisinages qui
sont trop larges, on perdra la structure.

Taken from UIUC MLSP class
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A video example

■ High dimensional input 100× 75 = 7500 dimensions / Une entrée à haute dimensions.

■ Low dimensional structure, Moving lips around

▶ Structure de petite dimensionnalité. Je bouge les levres.

■ Can we simplify this? Peut-on simplifier cela?

Watch
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Frames
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Unraveled
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PCA
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MDS
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Laplacian Eigenmaps
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ISOMAP
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LLE
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TSNE
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Another example

■ This time we have distinct axes, left,right,up,down head movements

▶ Cette fois-ci on a des mouvements distinctes, gauche, droite, haut, bas

Watch
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PCA
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MDS
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Laplacian Eigenmaps
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ISOMAP
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LLE
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TSNE
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ISOMAP

Even better! – learns 4 axes. / on apprend 4 axes
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Back to our first video

■ Remember this one? PCA found many active dimensions, but I guessed 4 could do it.

▶ Vous vous souvenez? PCA trouvait plusieurs dimensions actives, mais j’ai deviné que 4
suffiraient.

Watch

■ Let’s try the non-linear methods / Essayons les méthodes non-linéaires
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PCA
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MDS
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Laplacian Eigenmaps

76 / 94



ISOMAP
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LLE
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LLE in 3D

Four branches from one central pose. Was 4 a good guess? / Quatre branches autour d’une
pose centrale. Est-ce que 4 était une bonne estimation?
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From PCA to autoencoders

x U⊤x

encoder

z Uz

decoder

x̂

■ PCA: compress x to a few numbers z , then reconstruct. minU ∥x − UU⊤x∥2 gives PCA!

▶ PCA: compresser en quelques nombres, puis reconstruire

■ Autoencoder: encoder and decoder are neural networks → non-linear PCA

▶ Autoencodeur: encodeur et décodeur non-linéaires → PCA non-linéaire

■ Unlike ISOMAP / LLE, we get a function: new data can be encoded

▶ Contrairement à ISOMAP / LLE, on peut encoder de nouvelles données
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Variational autoencoder (VAE)

x

encoder

µ, σ z

sample

N (0, I )

close

decoder

x̂

■ The encoder gives a distribution over z , kept close to N (0, I )

▶ L’encodeur donne une distribution sur z , proche de N (0, I )

■ Sample z ∼ N (0, I ) and decode: new data!

▶ On peut générer de nouvelles données

■ With linear networks, we get back probabilistic PCA

▶ Avec des réseaux linéaires, on retrouve la PCA probabiliste

82 / 94



Variational autoencoder (VAE)

x

encoder

µ, σ z

sample

N (0, I )

close

decoder

x̂

■ The encoder gives a distribution over z , kept close to N (0, I )

▶ L’encodeur donne une distribution sur z , proche de N (0, I )

■ Sample z ∼ N (0, I ) and decode: new data!
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Uncorrelated is not independent

z1

z2

uncorrelated / non corrélées

■ PCA makes the dimensions uncorrelated (cov(z) = I ), but not independent

▶ PCA rend les dimensions non corrélées, mais pas indépendantes

■ ICA asks for more: p(z) =
∏

k p(zk) / L’ICA demande l’indépendance
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Non-linear ICA: independent z

x f (x)

encoder

z1

z2

z3

independent

g(z)

decoder

x̂

■ Same goal as ICA, with neural networks: make the dimensions of z independent

▶ Même but que l’ICA, avec des réseaux: des dimensions de z indépendantes

■ Autoencoder / VAE + a penalty when q(z) ̸=
∏

k q(zk) (e.g. FactorVAE, 2018)

▶ On pénalise la dépendance entre les zk

■ Hope: each zk is one factor (e.g. one movement in our videos). Not guaranteed in the
non-linear case!

▶ Espoir: chaque zk = un facteur. Pas garanti dans le cas non-linéaire!
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FactorVAE: measuring dependence by shuffling

Disentangling by Factorising

Hyunjik Kim 1 2 Andriy Mnih 1

Abstract
We define and address the problem of unsuper-
vised learning of disentangled representations on
data generated from independent factors of varia-
tion. We propose FactorVAE, a method that dis-
entangles by encouraging the distribution of rep-
resentations to be factorial and hence independent
across the dimensions. We show that it improves
upon β-VAE by providing a better trade-off be-
tween disentanglement and reconstruction quality.
Moreover, we highlight the problems of a com-
monly used disentanglement metric and introduce
a new metric that does not suffer from them.

1. Introduction
Learning interpretable representations of data that expose
semantic meaning has important consequences for artificial
intelligence. Such representations are useful not only for
standard downstream tasks such as supervised learning and
reinforcement learning, but also for tasks such as transfer
learning and zero-shot learning where humans excel but
machines struggle (Lake et al., 2016). There have been
multiple efforts in the deep learning community towards
learning factors of variation in the data, commonly referred
to as learning a disentangled representation. While there is
no canonical definition for this term, we adopt the one due
to Bengio et al. (2013): a representation where a change
in one dimension corresponds to a change in one factor
of variation, while being relatively invariant to changes in
other factors. In particular, we assume that the data has
been generated from a fixed number of independent factors
of variation.3 We focus on image data, where the effect of
factors of variation is easy to visualise.

Using generative models has shown great promise in learn-
ing disentangled representations in images. Notably, semi-

1DeepMind, UK 2Department of Statistics, University
of Oxford. Correspondence to: Hyunjik Kim <hyun-
jikk@google.com>.

Proceedings of the 35 th International Conference on Machine
Learning, Stockholm, Sweden, PMLR 80, 2018. Copyright 2018
by the author(s).

3We discuss the limitations of this assumption in Section 4.

Cross-entropy loss
for classifying samples
from each class
 - encouraging        to 
   be factorised

randomly permute 
each dimension

across batch

VAE

-
+

Discriminator

Input

FactorVAE objective = VAE objective -       cross-entropy loss

Figure 1. Architecture of FactorVAE, a Variational Autoencoder
(VAE) that encourages the code distribution to be factorial. The
top row is a VAE with convolutional encoder and decoder, and
the bottom row is an MLP classifier, the discriminator, that dis-
tinguishes whether the input was drawn from the marginal code
distribution or the product of its marginals.

supervised approaches that require implicit or explicit
knowledge about the true underlying factors of the data have
excelled at disentangling (Kulkarni et al., 2015; Kingma
et al., 2014; Reed et al., 2014; Siddharth et al., 2017; Hinton
et al., 2011; Mathieu et al., 2016; Goroshin et al., 2015; Hsu
et al., 2017; Denton & Birodkar, 2017). However, ideally
we would like to learn these in an unsupervised manner, due
to the following reasons: 1. Humans are able to learn factors
of variation unsupervised (Perry et al., 2010). 2. Labels are
costly as obtaining them requires a human in the loop. 3.
Labels assigned by humans might be inconsistent or leave
out the factors that are difficult for humans to identify.

β-VAE (Higgins et al., 2016) is a popular method for un-
supervised disentangling based on the Variational Autoen-
coder (VAE) framework (Kingma & Welling, 2014; Rezende
et al., 2014) for generative modelling. It uses a modified ver-
sion of the VAE objective with a larger weight (β > 1) on
the KL divergence between the variational posterior and the
prior, and has proven to be an effective and stable method
for disentangling. One drawback of β-VAE is that recon-
struction quality (compared to VAE) must be sacrificed
in order to obtain better disentangling. The goal of our
work is to obtain a better trade-off between disentanglement
and reconstruction, allowing to achieve better disentangle-
ment without degrading reconstruction quality. In this work,
we analyse the source of this trade-off and propose Factor-
VAE, which augments the VAE objective with a penalty that
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H. Kim & A. Mnih, Disentangling by Factorising, ICML 2018, arXiv:1802.05983

■ Shuffle each dimension of z across the batch: same q(zk)’s, but now independent

▶ On mélange chaque dimension dans le batch: les zk deviennent indépendants

■ Discriminator: real or shuffled codes? The VAE learns to fool it → independent z

▶ Discriminateur: vrai ou mélangé? Le VAE apprend à le tromper
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■ Shuffle each dimension of z across the batch: same q(zk)’s, but now independent

▶ On mélange chaque dimension dans le batch: les zk deviennent indépendants

■ Discriminator: real or shuffled codes? The VAE learns to fool it → independent z

▶ Discriminateur: vrai ou mélangé? Le VAE apprend à le tromper
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FactorVAE vs β-VAE

Disentangling by Factorising

experimental details such as encoder/decoder architectures
and hyperparameter settings are in Appendix A. The de-
tails of the disentanglement metrics, along with a sensitivity
analysis with respect to their hyperparameters, are given in
Appendix B.
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Figure 4. Reconstruction error (top), metric in Higgins et al. (2016)
(middle), our metric (bottom). β-VAE (left), FactorVAE (right).
The colours correspond to different values of β and γ respectively,
and confidence intervals are over 10 random seeds.

Better

Figure 5. Reconstruction error plotted against our disentanglement
metric, both averaged over 10 random seeds at the end of training.
The numbers at each point are values of β and γ. Note that we
want low reconstruction error and a high disentanglement metric.

-VAE FactorVAE
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Figure 6. First row: originals. Second row: reconstructions. Re-
maining rows: reconstructions of latent traversals across each
latent dimension sorted by KL(q(zj |x)||p(zj)), for the best scor-
ing models on our disentanglement metric. Left: β-VAE, score:
0.814, β = 4. Right: FactorVAE, score: 0.889, γ = 35.
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Figure 7. Total Correlation values for FactorVAE on 2D Shapes.
Left: True TC value. Right: Discriminator’s estimate of TC.

From Figure 4, we see that FactorVAE gives much better
disentanglement scores than VAEs (β = 1), while barely
sacrificing reconstruction error, highlighting the disentan-
gling effect of adding the Total Correlation penalty to the
VAE objective. The best disentanglement scores for Factor-
VAE are noticeably better than those for β-VAE given the
same reconstruction error. This can be seen more clearly
in Figure 5 where the best mean disentanglement of Fac-
torVAE (γ = 40) is around 0.82, significantly higher than
the one for β-VAE (β = 4), which is around 0.73, both
with reconstruction error around 45. From Figure 6, we
can see that both models are capable of finding x-position,
y-position, and scale, but struggle to disentangle orienta-
tion and shape, β-VAE especially. For this data set, neither
method can robustly capture shape, the discrete factor of
variation5.

As a sanity check, we also evaluated the correlation between
our metric and the metric in Higgins et al. (2016): Pearson
(linear correlation coefficient): 0.404, Kendall (proportion
of pairs that have the same ordering): 0.310, Spearman
(linear correlation of the rankings): 0.444, all with p-value
0.000. Hence the two metrics show a fairly high positive
correlation as expected.

We have also examined how the discriminator’s estimate of
the Total Correlation (TC) behaves and the effect of γ on
the true TC. From Figure 7, observe that the discriminator
is consistently underestimating the true TC, also confirmed
in (Rosca et al., 2018). However the true TC decreases
throughout training, and a higher γ leads to lower TC, so
the gradients obtained using the discriminator are sufficient
for encouraging independence in the code distribution.

We then evaluated InfoWGAN-GP, the counterpart of Info-
GAN that uses Wasserstein distance and gradient penalty.
See Appendix G for an overview. One advantage of Info-
GAN is that the Monte Carlo estimate of its objective is
differentiable with respect to its parameters even for dis-
crete codes c, which makes gradient-based optimisation
straightforward. In contrast, VAE-based methods that rely
on the reprameterisation trick for gradient-based optimisa-
tion require z to be a reparameterisable continuous random

5This is partly due to the fact that learning discrete factors
would require using discrete latent variables instead of Gaussians,
but jointly modelling discrete and continuous factors of variation
is a non-trivial problem that needs further research.
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■ β-VAE: pull harder towards
N (0, I ), but reconstructions get
worse

▶ On tire plus fort vers N (0, I ):
reconstructions moins bonnes

■ FactorVAE: only penalize the
dependence → more disentangled
for the same reconstruction error

▶ On ne pénalise que la
dépendance
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experimental details such as encoder/decoder architectures
and hyperparameter settings are in Appendix A. The de-
tails of the disentanglement metrics, along with a sensitivity
analysis with respect to their hyperparameters, are given in
Appendix B.
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Figure 4. Reconstruction error (top), metric in Higgins et al. (2016)
(middle), our metric (bottom). β-VAE (left), FactorVAE (right).
The colours correspond to different values of β and γ respectively,
and confidence intervals are over 10 random seeds.

Better

Figure 5. Reconstruction error plotted against our disentanglement
metric, both averaged over 10 random seeds at the end of training.
The numbers at each point are values of β and γ. Note that we
want low reconstruction error and a high disentanglement metric.
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Figure 6. First row: originals. Second row: reconstructions. Re-
maining rows: reconstructions of latent traversals across each
latent dimension sorted by KL(q(zj |x)||p(zj)), for the best scor-
ing models on our disentanglement metric. Left: β-VAE, score:
0.814, β = 4. Right: FactorVAE, score: 0.889, γ = 35.

Tr
u

e
 T

C

D
is

cr
im

in
a
to

r 
TC

 e
st

im
a
te

iteration iteration

Figure 7. Total Correlation values for FactorVAE on 2D Shapes.
Left: True TC value. Right: Discriminator’s estimate of TC.

From Figure 4, we see that FactorVAE gives much better
disentanglement scores than VAEs (β = 1), while barely
sacrificing reconstruction error, highlighting the disentan-
gling effect of adding the Total Correlation penalty to the
VAE objective. The best disentanglement scores for Factor-
VAE are noticeably better than those for β-VAE given the
same reconstruction error. This can be seen more clearly
in Figure 5 where the best mean disentanglement of Fac-
torVAE (γ = 40) is around 0.82, significantly higher than
the one for β-VAE (β = 4), which is around 0.73, both
with reconstruction error around 45. From Figure 6, we
can see that both models are capable of finding x-position,
y-position, and scale, but struggle to disentangle orienta-
tion and shape, β-VAE especially. For this data set, neither
method can robustly capture shape, the discrete factor of
variation5.

As a sanity check, we also evaluated the correlation between
our metric and the metric in Higgins et al. (2016): Pearson
(linear correlation coefficient): 0.404, Kendall (proportion
of pairs that have the same ordering): 0.310, Spearman
(linear correlation of the rankings): 0.444, all with p-value
0.000. Hence the two metrics show a fairly high positive
correlation as expected.

We have also examined how the discriminator’s estimate of
the Total Correlation (TC) behaves and the effect of γ on
the true TC. From Figure 7, observe that the discriminator
is consistently underestimating the true TC, also confirmed
in (Rosca et al., 2018). However the true TC decreases
throughout training, and a higher γ leads to lower TC, so
the gradients obtained using the discriminator are sufficient
for encouraging independence in the code distribution.

We then evaluated InfoWGAN-GP, the counterpart of Info-
GAN that uses Wasserstein distance and gradient penalty.
See Appendix G for an overview. One advantage of Info-
GAN is that the Monte Carlo estimate of its objective is
differentiable with respect to its parameters even for dis-
crete codes c, which makes gradient-based optimisation
straightforward. In contrast, VAE-based methods that rely
on the reprameterisation trick for gradient-based optimisa-
tion require z to be a reparameterisable continuous random

5This is partly due to the fact that learning discrete factors
would require using discrete latent variables instead of Gaussians,
but jointly modelling discrete and continuous factors of variation
is a non-trivial problem that needs further research.
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and hyperparameter settings are in Appendix A. The de-
tails of the disentanglement metrics, along with a sensitivity
analysis with respect to their hyperparameters, are given in
Appendix B.
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Figure 4. Reconstruction error (top), metric in Higgins et al. (2016)
(middle), our metric (bottom). β-VAE (left), FactorVAE (right).
The colours correspond to different values of β and γ respectively,
and confidence intervals are over 10 random seeds.

Better

Figure 5. Reconstruction error plotted against our disentanglement
metric, both averaged over 10 random seeds at the end of training.
The numbers at each point are values of β and γ. Note that we
want low reconstruction error and a high disentanglement metric.

-VAE FactorVAE

o
ri
g

re
co
n
st
r

Figure 6. First row: originals. Second row: reconstructions. Re-
maining rows: reconstructions of latent traversals across each
latent dimension sorted by KL(q(zj |x)||p(zj)), for the best scor-
ing models on our disentanglement metric. Left: β-VAE, score:
0.814, β = 4. Right: FactorVAE, score: 0.889, γ = 35.
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Figure 7. Total Correlation values for FactorVAE on 2D Shapes.
Left: True TC value. Right: Discriminator’s estimate of TC.

From Figure 4, we see that FactorVAE gives much better
disentanglement scores than VAEs (β = 1), while barely
sacrificing reconstruction error, highlighting the disentan-
gling effect of adding the Total Correlation penalty to the
VAE objective. The best disentanglement scores for Factor-
VAE are noticeably better than those for β-VAE given the
same reconstruction error. This can be seen more clearly
in Figure 5 where the best mean disentanglement of Fac-
torVAE (γ = 40) is around 0.82, significantly higher than
the one for β-VAE (β = 4), which is around 0.73, both
with reconstruction error around 45. From Figure 6, we
can see that both models are capable of finding x-position,
y-position, and scale, but struggle to disentangle orienta-
tion and shape, β-VAE especially. For this data set, neither
method can robustly capture shape, the discrete factor of
variation5.

As a sanity check, we also evaluated the correlation between
our metric and the metric in Higgins et al. (2016): Pearson
(linear correlation coefficient): 0.404, Kendall (proportion
of pairs that have the same ordering): 0.310, Spearman
(linear correlation of the rankings): 0.444, all with p-value
0.000. Hence the two metrics show a fairly high positive
correlation as expected.

We have also examined how the discriminator’s estimate of
the Total Correlation (TC) behaves and the effect of γ on
the true TC. From Figure 7, observe that the discriminator
is consistently underestimating the true TC, also confirmed
in (Rosca et al., 2018). However the true TC decreases
throughout training, and a higher γ leads to lower TC, so
the gradients obtained using the discriminator are sufficient
for encouraging independence in the code distribution.

We then evaluated InfoWGAN-GP, the counterpart of Info-
GAN that uses Wasserstein distance and gradient penalty.
See Appendix G for an overview. One advantage of Info-
GAN is that the Monte Carlo estimate of its objective is
differentiable with respect to its parameters even for dis-
crete codes c, which makes gradient-based optimisation
straightforward. In contrast, VAE-based methods that rely
on the reprameterisation trick for gradient-based optimisa-
tion require z to be a reparameterisable continuous random

5This is partly due to the fact that learning discrete factors
would require using discrete latent variables instead of Gaussians,
but jointly modelling discrete and continuous factors of variation
is a non-trivial problem that needs further research.
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■ Rows 1–2: originals, reconstructions. Then each row: change one zk from −2 to +2, keep
the others fixed
▶ Ensuite, chaque ligne: on varie un seul zk

■ True factors: x, y, scale, rotation, shape. Both find x, y and scale, rotation and shape are
harder (especially for β-VAE)

▶ Les deux trouvent x, y et la taille, la rotation et la forme sont plus difficiles
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analysis with respect to their hyperparameters, are given in
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Figure 4. Reconstruction error (top), metric in Higgins et al. (2016)
(middle), our metric (bottom). β-VAE (left), FactorVAE (right).
The colours correspond to different values of β and γ respectively,
and confidence intervals are over 10 random seeds.
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Figure 5. Reconstruction error plotted against our disentanglement
metric, both averaged over 10 random seeds at the end of training.
The numbers at each point are values of β and γ. Note that we
want low reconstruction error and a high disentanglement metric.

-VAE FactorVAE

o
ri
g

re
co
n
st
r

Figure 6. First row: originals. Second row: reconstructions. Re-
maining rows: reconstructions of latent traversals across each
latent dimension sorted by KL(q(zj |x)||p(zj)), for the best scor-
ing models on our disentanglement metric. Left: β-VAE, score:
0.814, β = 4. Right: FactorVAE, score: 0.889, γ = 35.
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Figure 7. Total Correlation values for FactorVAE on 2D Shapes.
Left: True TC value. Right: Discriminator’s estimate of TC.

From Figure 4, we see that FactorVAE gives much better
disentanglement scores than VAEs (β = 1), while barely
sacrificing reconstruction error, highlighting the disentan-
gling effect of adding the Total Correlation penalty to the
VAE objective. The best disentanglement scores for Factor-
VAE are noticeably better than those for β-VAE given the
same reconstruction error. This can be seen more clearly
in Figure 5 where the best mean disentanglement of Fac-
torVAE (γ = 40) is around 0.82, significantly higher than
the one for β-VAE (β = 4), which is around 0.73, both
with reconstruction error around 45. From Figure 6, we
can see that both models are capable of finding x-position,
y-position, and scale, but struggle to disentangle orienta-
tion and shape, β-VAE especially. For this data set, neither
method can robustly capture shape, the discrete factor of
variation5.

As a sanity check, we also evaluated the correlation between
our metric and the metric in Higgins et al. (2016): Pearson
(linear correlation coefficient): 0.404, Kendall (proportion
of pairs that have the same ordering): 0.310, Spearman
(linear correlation of the rankings): 0.444, all with p-value
0.000. Hence the two metrics show a fairly high positive
correlation as expected.

We have also examined how the discriminator’s estimate of
the Total Correlation (TC) behaves and the effect of γ on
the true TC. From Figure 7, observe that the discriminator
is consistently underestimating the true TC, also confirmed
in (Rosca et al., 2018). However the true TC decreases
throughout training, and a higher γ leads to lower TC, so
the gradients obtained using the discriminator are sufficient
for encouraging independence in the code distribution.

We then evaluated InfoWGAN-GP, the counterpart of Info-
GAN that uses Wasserstein distance and gradient penalty.
See Appendix G for an overview. One advantage of Info-
GAN is that the Monte Carlo estimate of its objective is
differentiable with respect to its parameters even for dis-
crete codes c, which makes gradient-based optimisation
straightforward. In contrast, VAE-based methods that rely
on the reprameterisation trick for gradient-based optimisa-
tion require z to be a reparameterisable continuous random

5This is partly due to the fact that learning discrete factors
would require using discrete latent variables instead of Gaussians,
but jointly modelling discrete and continuous factors of variation
is a non-trivial problem that needs further research.
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■ Rows 1–2: originals, reconstructions. Then each row: change one zk from −2 to +2, keep
the others fixed
▶ Ensuite, chaque ligne: on varie un seul zk

■ True factors: x, y, scale, rotation, shape. Both find x, y and scale, rotation and shape are
harder (especially for β-VAE)
▶ Les deux trouvent x, y et la taille, la rotation et la forme sont plus difficiles
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Latent traversals: 3D Faces

Disentangling by Factorising

compared to β-VAE, and is capable of learning sensible
factors of variation, as shown in the latent traversals in Fig-
ures 13, 14 and 15. Unfortunately, as explained in Section 4,
latent traversals tell us little about the robustness of our
method.
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Figure 12. Plots of reconstruction error of β-VAE (left) and Fac-
torVAE (right) for different values of β and γ on 3D Faces data
over 5 random seeds.
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Figure 13. β-VAE and FactorVAE latent traversals across each
latent dimension sorted by KL on 3D Chairs, with annotations of
the factor of variation corresponding to each latent unit.

7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
us to be able to generate samples holding one factor fixed,
which may not always be possible, for example when our
training set does not cover all possible combinations of
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Figure 15. Same as Figure 13 but for CelebA.

factors. The metric is also unsuitable for data with non-
independent factors of variation.

For future work, we would like to use discrete latent vari-
ables to model discrete factors of variation and investigate
how to reliably capture combinations of discrete and contin-
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the factor of variation corresponding to each latent unit.

7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
us to be able to generate samples holding one factor fixed,
which may not always be possible, for example when our
training set does not cover all possible combinations of
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factors. The metric is also unsuitable for data with non-
independent factors of variation.

For future work, we would like to use discrete latent vari-
ables to model discrete factors of variation and investigate
how to reliably capture combinations of discrete and contin-
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■ FactorVAE: azimuth (left/right), elevation (up/down) and lighting each get one zk , like
the head movements in our videos! β-VAE uses two zk ’s for azimuth

▶ Un zk par facteur. β-VAE sépare l’azimut sur deux zk
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7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
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over 5 random seeds.
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7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
us to be able to generate samples holding one factor fixed,
which may not always be possible, for example when our
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factors. The metric is also unsuitable for data with non-
independent factors of variation.

For future work, we would like to use discrete latent vari-
ables to model discrete factors of variation and investigate
how to reliably capture combinations of discrete and contin-
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■ Both find size, azimuth and back length
(β-VAE also leg style)

▶ Les deux trouvent la taille, l’azimut et
la longueur du dossier

■ Traversals are only a qualitative check,
not a proof

▶ Les traversées sont qualitatives, pas
une preuve

89 / 94



Latent traversals: 3D Chairs

Disentangling by Factorising

compared to β-VAE, and is capable of learning sensible
factors of variation, as shown in the latent traversals in Fig-
ures 13, 14 and 15. Unfortunately, as explained in Section 4,
latent traversals tell us little about the robustness of our
method.

re
co

n
st

ru
ct

io
n
 e

rr
o
r

iteration iteration

Figure 12. Plots of reconstruction error of β-VAE (left) and Fac-
torVAE (right) for different values of β and γ on 3D Faces data
over 5 random seeds.

size

azimuth

back length

leg style

-VAE

size

azimuth

back length

FactorVAE

Figure 13. β-VAE and FactorVAE latent traversals across each
latent dimension sorted by KL on 3D Chairs, with annotations of
the factor of variation corresponding to each latent unit.

7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
us to be able to generate samples holding one factor fixed,
which may not always be possible, for example when our
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ables to model discrete factors of variation and investigate
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over 5 random seeds.
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7. Conclusion and Discussion
We have introduced FactorVAE, a novel method for disen-
tangling that achieves better disentanglement scores than
β-VAE on the 2D Shapes and 3D Shapes data sets for the
same reconstruction quality. Moreover, we have identified
weaknesses of the commonly used disentanglement metric
of Higgins et al. (2016), and proposed an alternative metric
that is conceptually simpler, is free of hyperparameters, and
avoids the failure mode of the former. Finally, we have
performed an experimental evaluation of disentangling for
the VAE-based methods and InfoWGAN-GP, a more stable
variant of InfoGAN, and identified its weaknesses relative
to the VAE-based methods.

One of the limitations of our approach is that low Total
Correlation is necessary but not sufficient for disentangling
of independent factors of variation. For example, if all
but one of the latent dimensions were to collapse to the
prior, the TC would be 0 but the representation would not
be disentangled. Our disentanglement metric also requires
us to be able to generate samples holding one factor fixed,
which may not always be possible, for example when our
training set does not cover all possible combinations of
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factors. The metric is also unsuitable for data with non-
independent factors of variation.

For future work, we would like to use discrete latent vari-
ables to model discrete factors of variation and investigate
how to reliably capture combinations of discrete and contin-
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■ Both find size, azimuth and back length
(β-VAE also leg style)

▶ Les deux trouvent la taille, l’azimut et
la longueur du dossier

■ Traversals are only a qualitative check,
not a proof

▶ Les traversées sont qualitatives, pas
une preuve
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Latent traversals: CelebA (real faces)
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factors. The metric is also unsuitable for data with non-
independent factors of variation.

For future work, we would like to use discrete latent vari-
ables to model discrete factors of variation and investigate
how to reliably capture combinations of discrete and contin-
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■ No true factors here: the labels are human interpretations. FactorVAE finds a few more
(background blueness, fringe, head shape)

▶ Pas de vrais facteurs ici: les étiquettes sont des interprétations humaines
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So, which method do we use?

■ It depends. Pays off to experiment with different hyperparameters.

▶ Ça depends. C’est bien d’experimenter avec différents approches.
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Recap

■ Kernel PCA: Map to another space where things are more appropriate for PCA. / On map
à une autre espace plus approprié pour PCA.

■ MDS: A transform which presevers pairwise distances.

■ Manifolds

▶ ISOMAP
▶ Laplacian Eigenmaps
▶ TSNE
▶ Locally Linear Embeddings

■ Autoencoders / VAE: non-linear PCA with neural networks / PCA non-linéaire avec des
réseaux de neurones

■ Non-linear ICA: make the dimensions of z independent, not just uncorrelated /
Indépendantes, pas seulement non corrélées
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Suggested Reading

■ LLE: https://cs.nyu.edu/~roweis/lle/papers/lleintro.pdf

■ Kernel PCA: Bishop Chapter 12,
https://citeseerx.ist.psu.edu/viewdoc/download;jsessionid=

476974F6AA53BD038615E67656102714?doi=10.1.1.128.7613&rep=rep1&type=pdf

■ Laplacian Eigenmaps: https://papers.nips.cc/paper/2001/file/
f106b7f99d2cb30c3db1c3cc0fde9ccb-Paper.pdf

■ VAE: Kingma & Welling, 2014, https://arxiv.org/abs/1312.6114

■ FactorVAE: Kim & Mnih, ICML 2018, https://arxiv.org/abs/1802.05983

■ Non-linear ICA (review): Hyvärinen, Khemakhem & Morioka, Patterns 2023,
https://arxiv.org/abs/2303.16535
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Next class

■ Classification / Deep Learning (this time for real)
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